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Machine Learning (ML) has shown a substantial impact on computational sciences in recent years. The adaptation of ML techniques to deal with various systems in
physical sciences has gained ground in addition to the existing numerical methods. In
this work, we introduce the readers to machine learning with special reference to Artificial Neural Networks (ANNs) that can solve ordinary differential equations (ODEs)
and partial differential equations (PDEs) including those which are subject to specific
symmetries. This paper will be helpful for graduate and undergraduate students as an
introductory material to early career researchers interested in applying ML techniques
to solve problems in computational sciences. In particular, we choose elementary differential equations that describe systems from various fields of science to illustrate the
proficiency of ANNs to capture the regularities that underlie such systems in the hope
of adding ML techniques to the physicists’ toolbelt.
Key words: Machine Learning; Neural Networks; Differential Equations; Deep
Learning; Nonlinear Dynamics; Mathematical Modelling; Numerical Methods; Differential Programming.

1. INTRODUCTION

The amount of data accumulated in science over the years is abundant, and the
process and algorithms were nothing new. Despite all the above, the rise of computRom. Rep. Phys.
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ing power ignited a revolution in machine learning methods enabling the scientific
community to wade through the data using those algorithms to extract meaningful
insights.
Machine Learning (ML) has been around for a long time and has accumulated
a wide array of techniques to model different systems. With the advent of deep neural networks and the rise of computing power, the performance in machine learning
has skyrocketed to a summit. Deep Neural Networks are instrumental on their own
but they can also be embedded into different paradigms of ML like reinforcement
learning (DQN [1]), evolutionary computing (DeepNEAT [2], [3]), and they also
play along with non-machine learning techniques, e.g., Neural Module Network [4].
These advancements have opened up new avenues in various fields of science for
using ML to bring out insightful results in research problems [5]. In this work, we
introduce the readers to the idea of using Neural Networks (NN) to deal with differential equations.
Differential Equations (DEs) model most of the systems that arise in the field
of science. To understand the behavior of DEs, we need to find the solution of the
equations. However, the complexity of finding closed-form solutions using analytical
techniques increases with the system’s nonlinearity. To find an approximate solution,
one has to resort to numerical techniques including but not limited to Finite Difference Method (FDM), Finite Element Method (FEM), Boundary Element Method
(BEM), and Crank-Nicolson Method. In the last 60 years, despite having matured
both in implementation and computing efficiency, they reveal their own limitations.
However, Machine Learning can offer tools to circumvent some of the issues with
numerical techniques, although they are still in their infancy and hence are not yet
supposed to be taken as an alternative to numerical techniques. We suggest the readers instead to augment their toolkit with ML algorithms and use them in conjunction
with numerical techniques wherever appropriate.
1.1. HISTORY OF NEURAL NETWORKS

The first computational model of a neuron was proposed by Warren McCulloch
and Walter Pitts in 1943. Inspired by McCulloch and Pitts [6], Rosenblatt [7] built
the first neural network, a single layer, linear binary classifier in 1957. These linear
models are severely limited by the family of functions that they can approximate.
Minsky and Papert (1966) pointed out the limitations of the linear family of models,
such as their inability to learn the XOR function [8]. This revelation led to a backlash
against the neural networks approach.
Ivakhnenko (1971) introduced the first Multi-layer Perceptron (8 layers), which
could learn nonlinear functions [9]. The idea of using the chain rule for training neural networks was independently discovered (Lecun [10], Parker [11]), in the 1980’s.
http://www.infim.ro/rrp
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Rumelhart et al. (1986) presented the first successful experiments with backpropagation in their book, Parallel Distributed Processing [12]. Neural Networks gained
ascendancy following the success of backpropagation.
Hochreiter (1991) addressed the vanishing and exploding gradient problems
in backpropagation [13]. Hochreiter and Schmidhuber (1997) introduced the Longshort Term Memory networks (LSTMs), which could remember relevant information
for a longer number of time steps [14]. This prevented the decay of the error signal
between the layers. LeCun et al. (1998) used LeNet-5, a 7-layered convolutional
neural network for classifying handwritten numbers [15]. The network was trained
by combining Stochastic Gradient Descent (SGD) with backpropagation.
Hinton et al. (2006) introduced the first Deep Neural Network called the
Deep Belief Network trained using greedy layer-wise pretraining [16]. This work
is widely considered to have ushered in the modern era of Deep Learning. The Deep
Learning method has equipped both systems of abstract forms of intelligence (Chess,
Go [17]) and application-oriented systems (Speech Recognition, Computer Vision)
with super-human ability.
2. MOTIVATION

In this work, we have planned to introduce the Machine Learning via the least
resistant path. We chose the differential equations that every physicist would be
familiar with so that we can focus on presenting the primary aspects of the neural
networks and machine learning techniques. Like all the tools ANNs has their own
peculiarities that needs to be taken into account when employing them, like regularization, hyperparameter tuning and so on. We have tried to minimize the distracting
elements and focus on the crux of using ANN such as layering the network, choosing
activation functions and loss function for modelling differential equations. We introduce two basic variants of neural networks Feedforward Neural Network (FNN) and
Recurrent Neural Network (RNN). Symmetries exhibited by some of the ODEs and
PDEs are also brought out through this approach.
3. INTRODUCTION TO NEURAL NETWORKS

Artificial Neural Network is an umbrella term that encompasses a variety of
learning systems grouped under the Connectionism category. The neural networks
can be classified into different types based on their architecture, nature of inputs and
outputs, operating mechanisms and training algorithms, etc. Integrate-and-fire networks map inputs to outputs through several non-linear transformations without any
regard to timing, whereas in the Spiking neural networks [18–20], timing plays a cruhttp://www.infim.ro/rrp
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cial role. In most neural network types, the architecture is fixed, only the weights of
the edges connecting the neurons are adjusted, whereas, in Neuro-evolution methods
like NEAT [3], both the architecture and weights can be changed. Depending on the
nature of the target, variable neural networks can be classified into two major categories such as regressors (real number output) and classifiers (categorical output).
Hopfield neural networks [21] use the Hebbian learning rule for training, whereas
the network we are discussing in this article namely, Deep Neural Networks [22–24],
use the backpropagation algorithm for training.

Fig. 1 – 3-layer FNN.

They all have one thing in common, a collection of simple neuron-like units
connected to each other that cooperate to model the relationship between input and
output. The neuron is the building block of a Neural Network. There are different
models of neurons with varying closeness to the biological counterpart. The most
famous model is the integrate-and-fire neuron. They have input and output edges
connecting to other neurons. An integrate-and-fire neuron collects input from all its
input edges, and after reaching a threshold, it lights up all its output edges. As shown
in Eq. 1, ith neuron calculates the weighted sum of all its inputs, xj=0...n weighted
by the edges wij of weight matrix Wmn (usually there is also a bias term bi added
to the result) and fires when the sum reaches a threshold (determined in this case by
sigmoid, σ function). Weights of the edges signify the strength of the connections
between neurons and these weights and biases are the learnable parameters of the
http://www.infim.ro/rrp
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network. The Network of interconnected neurons constitutes the Neural Network.
There are different types of Neural Networks based on the connections among
the neurons. The simplest form is the Feed-forward Neural Network (FNN), where
the neurons are arranged in separate layers (Fig. 1). In FNN, input passes through
one or more layers of neurons resulting in the output layer. The first and last layers
are called input and output, respectively, and the rest are called hidden layers. The
connections only exist from one layer to another layer:
(1)
yi

n
X
(1)
(1)
= σ(
wij xj + bi )

(1)

j=0

Y (1) = W (1) X + B (1)

(2)

Y (2) = W (2) (W (1) X + B (1) ) + B (2)

(3)

F N N (θ, x) = f (n) ◦ f (n−1) ...f (3) ◦ f (2) ◦ f (1) (x)

(4)

RN N (θ, h, x) = f ◦ f...f ◦ f ◦ f (h, x)

(5)

Fig. 2 – Recurrent Neural Network - The data is fed in at different time steps. The right hand side
images shows the unrolling of RNN, i.e. how the data such X = x1 , x2 , x3 ...xn same RNN network
along with the output of the network for previous input.

For example, in a three-layered network, layer-1 will be connected to layer-2,
and layer-2 will be connected to layer-3, but there will be no direct connection from
layer-1 to layer-3. In this network, the input will flow from layer-1 to layer-2 to layer3 as defined in Eq. 2 and Eq. 3. There will not be any feedback from layer 3 to either
layer-1 or layer-2. On the other hand, there exists a relatively more sophisticated
neural network called Recurrent Neural Network (RNN) (Fig. 2), which is nothing
http://www.infim.ro/rrp
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but FNN with feedback loops. In RNN the data is transformed into a series and
passes through network at different time steps. The output at every time step called
hidden state, ht−1 is fed into the network along with new input, xt at next time step.
Depending on the problem at hand, sometimes the hidden state, ht is transformed
into desired output yt . In general, FNN runs the input through n different layers as
shown in Eq. 4 and RNN runs the input through same function multiple times as in
Eq. 5.
At every layer the input data may pass through nonlinear functions called activation functions. They provide the layers of the network with the ability to approximate nonlinear functions. The separation of layers becomes relatively meaningless
without activation functions. When the data passes through layers without any nonlinearity applied, it essentially passes through series of affine transformations. Then
the whole network can be reduced to single affine transformation by collapsing the
weights of all the layers into single layer:
σ(x) =

1
1 + e−x

ReLU (x) = max(0, x)
tanh(x) =

ex − e−x
ex + e−x

e(xi )
sof tmax(xi ) = Pn xj
j=1 e

(6)
(7)
(8)
(9)

There are hundreds of nonlinear functions that can be used as activation functions [25–27]. Few examples of such functions include tanh (Eq. (8)), sigmoid (Eq.
(6)), softmax (Eq. (9)) and recently introduced ReLU (Eq. (7)) and its variants. Each
layer can have different activation function but in most cases same activation function
is used across all layers. It is desirable to have an activation function that is differentiable, since the back-propagation algorithm (which we describe in detail in later
Sections) figures out the contribution to error by calculating the derivatives of the
error with respect to the weights. Note that within the context of neural networks and
their training process in this article, any mention of nonlinearity or the calculation
of derivatives by back-propagation algorithm has nothing to do with the differential
equations and their derivative components that we are trying to model. Equation 10
shows the locally adaptive activation functions (LAAF) recently introduced by Jagtap
et al. [28], which augments every layer with learnable vector A of same size as the
input and a rate scaler r, before applying activation function a. The parameters adaptive rate, A and rate scaler, r make the activation at every layers adaptable at neuron
and layer levels, respectively, which improves network performance and accelerates
training thereby letting the network converge faster as described in the experiments
http://www.infim.ro/rrp
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Section:
Y = a(W (X

A ∗ r) + B)

(10)

4. SOLVING DIFFERENTIAL EQUATIONS USING NEURAL NETWORKS

In general, a differential equation can be defined as a simple language that
captures the laws of nature. Understanding its solution is quite crucial to solve the
problems in contemporary science and engineering. In simple terms, it may consist
of one or more derivatives that infer the rate of change in that variable. It is classified
into two types: ODEs and PDEs. ODEs are differential equations with a single independent variable preferably time, whereas PDEs can have two or more independent
variables. They are classified further using order, degree, and linearity. The classification is also affected by symmetry of the physical system modeled by the differential
equations. DE plays a major role in modelling many real-world problems. Analytical
methods can solve many DEs, but in some cases, they are inadequate in producing
closed-form solutions. In those cases, one must resort to numerical methods that
produce approximate solutions. However, they are time-consuming and costly.
The advantages of Neural Networks over Numerical Methods are that the solution obtained using Neural Networks is of closed-form solutions, and it is differentiable and exhibits good generalization properties. Neural Networks can crunch
data much faster by exploiting massive parallelism provided by GPU devices. In
this work, we have solved Ordinary and Partial Differential Equations using existing
Neural Networks. In particular, we focus on the dynamics of Simple Harmonic Oscillator, Bacterial Population Growth, the symmetry evolution in chaotic system such
as Lorenz Equation, and K-dV equation.
4.1. HARMONIC OSCILLATOR

The simple Harmonic Oscillator is one of the fundamental and simplest dynamical systems in physics that describes the oscillatory motion of a particle. For
example, let us assume a spring connected to a mass m with spring constant k. The
equation for the above system is given as
d2 x
= −kx,
dt2

(11)

d2 x
+ ω 2 x = 0,
dt2

(12)

m

where ω =

q

k
m.

http://www.infim.ro/rrp
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4.2. BACTERIAL POPULATION GROWTH

In Population Dynamics, ecologists use a mathematical model to model how
the population changes in size and composition over time. The growth rate is nothing
but the change in the number of individuals in a population over time given by the
equation
dN
= aN (T ),
(13)
dT
where dN
dT represents the growth rate of the population at any instant of time. N is
the population size, a is the per capita rate of increase. If a takes a positive value
regardless of population size, it gives us exponential growth. If its value decreases as
the population increases towards a maximum limit, it provides us a logistic growth.
Logistic growth can be mathematically modelled using equation (13) by introducing two parameters, namely the population size (N ), which in turn depends on
a and the carrying capacity (K). Assuming that the population is very small, it has
amax base growth rate. Then, the equation is given as
dN
K −N
= amax
N.
dT
K

(14)

4.3. LORENZ EQUATION

Lorenz Equation is a simplified form of a complex mathematical model for
atmospheric convection which is given by the following three coupled ordinary differential equations of the form
dx
= σ(y − x),
dt

(15)

dy
= x(ρ − z) − y,
(16)
dt
dz
= xy − βz,
(17)
dt
where x, y, and z represent the convective intensity, horizontal, and vertical temperature differences, respectively, while the parameters ρ, σ, and β denote Rayleigh
number, Prandtl number, and geometric factor. Lorenz equations exhibits chaotic
behaviour for the parametric choice ρ = 28, σ = 3, and β = 8/3.
4.4. K-DV EQUATION

In 1830, John Scott Russel observed a phenomenon known as solitary wave
that preserves its shape and speed without any dissipation. Later during the year
http://www.infim.ro/rrp
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1895, two Dutch physicists Korteweg and de-Vries were to explain the observation
and deduced an equation that explains the solitary wave phenomenon described by
ut + 6uux + uxxx = 0.

(18)

It is famously known as K-dV equation. It is a simple third order nonlinear dispersive
equation.
5. DATA AND MODELS
5.1. DATA

Data or dataset is the most important part of any machine learning model. It is
essential that the dataset must capture the nature of the process that we are trying to
model, for e. g. in Table 1, all four data points are important to capture the behavior
of the AND gate.
Without a dataset, the network or model is mere clump of clay without any
shape. For a machine learning model, data can be anything ranging from audio signal,
images, medical measurements (heart rate, blood sugar) to astronomical data. For the
illustrative purposes, we generate the dataset for training the networks, by solving the
differential equations described in Sec. 2 using numerical methods.
In Table 2 we enlist the subset of data points generated for logistic population
bacterial growth. We similarly generate data in tabular form for all the differential
equations described above. The shape of the table will vary depending upon the
equation, for example the data from the Lorenz equation will have four columns,
time step, convective intensity, horizontal, and vertical temperature differences, respectively.
Table 1.
AND logic gate truth table.

Input-1
0
0
1
1

Input-2
0
1
0
1

Output
0
0
0
1

5.2. MODEL

We model the differential equations of the above-mentioned dynamical systems using FNN and RNN. We construct multiple FNN & RNN networks and train
http://www.infim.ro/rrp
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Table 2.
The subset of data points generated for logistic population bacterial growth.

Time-step
0
1
2
3
...
150
151
152
153
...
159
160
...
495
496
497
498
499

Population
1
1.03
1.06
1.09
...
16.51
16.6
16.68
16.76
...
17.22
17.29
...
20
20
20
20
20

them using stochastic gradient descent and backpropagation algorithm. There are
two phases to training the network: (i) Computing the loss and gradients with respect to parameters (weights and biases) using backpropagation algorithm and (ii)
Adjusting the parameters of the NN based on the computed gradients.
5.2.1. Neural Network and Training
As discussed in the introduction Section, we use deep neural networks to model
the differential equations. There are several things to do before a neural network
becomes useful: (i) We need to setup the network architecture such as the number of
layers, the number of neurons in each layer and (ii) We train the network by feeding
the data and adjusting its weights using stochastic gradient descent.
5.2.2. Stochastic Gradient Descent (SGD) and Backpropagation Algorithm
For the sake of simplicity, let us understand backpropagation by training a network to model AND logic gate behavior since the whole dataset (Table 1) for two
input AND logic gates can fit within a post office stamp. The input is two dimensional and output is one dimensional. Two bits of input flow through the network
http://www.infim.ro/rrp
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(Fig. 3) from input through to output layers. The inputs as they go through the layers are weighted (multiplied) by the edge weights W (1) and W (2) when arrive at the
output layer.

Fig. 3 – Neural Network to model AND gate.

The actual output of the network is compared against the expected target output
from the dataset (truth-table) and if the network output is incorrect, the error is then
calculated. Error is nothing but distance between actual output and target output. The
function that calculates the error is called loss function:
1 X
0
L1(θ) =
|y − y |
(19)
N
x∈X

1 X
0
L2(θ) =
(y − y )2
N

(20)

x∈X

∂L
(21)
∂wold
Simple mathematical functions like absolute difference (Eq. 19), mean-squareerror (Eq. 20) can serve as the loss function. Since each weight in the network plays
a part in contributing to this error, we calculate the gradient of the error with respect
to weights. This contribution to error is then punished by propagating the error value
through the network in the opposite direction from output through to input while
adjusting the parameters using gradient descent (Eq. 21) at the same time.
wnew = wold − η

5.2.3. Training loop
Algorithm-1 describes the overall training process. The network parameters
are adjusted using gradient descent for every sample. In practice, a variant of SGD,
called Mini batch SGD, optimizes the network parameters over a batch of samples.
One full iteration over the whole dataset is called an epoch. Usually the training loop
http://www.infim.ro/rrp
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Algorithm 1: Pseudocode for neural network training
Data: X, Y
Epoch ← 1000 ;
N ← length(X) ;
f (θ) ← N etwork() ;
while i ≤ Epoch do
j←0;
while j ≤ N do
x, y ← X[j], Y [j] ;
0
y ← f (θ, x) ;
0
L = |y − y | ;
θ = θ − η ∂L
∂θ ;
j ← j +1 ;
end
end
is run for fixed number of epochs (1000 as in our example) or until the loss reaches a
specified threshold.
6. EXPERIMENTS AND RESULTS
6.1. FEEDFORWARD NEURAL NETWORK

We model the bacterial population growth data as a function mapping from
time-steps to population value using FNN. FNN takes the time-step as input and
predicts the population value at that time-step. The network is a 3-layer FNN with
input and output layers with just single neuron and hidden layer with 50 neurons.
We tested with tanh, ReLU and LAAF scheme [28] as the activation functions of
which ReLU performs better than tanh and LAAF performs better overall. Figure 6
shows the comparison between LAAF and ReLU for SHO model. LAAF allows the
network converge faster achieving lower loss of 0.0270 compared to 0.0306 without
LAAF after 10000 epochs. Note that we are not using the slope recovery trick used
in the original implementaion of LAAF.
Figure 4 shows that the loss decreases as training progress. The loss drops
quickly in initial epochs (one iteration over whole dataset). This shows that the gradient descent algorithm punishes the network based on the magnitude of the error.
The larger the error the larger the gradients, i. e., the punishment. As the network
gets better at predicting the dynamics, the distance between the target output and
predicted output shrinks and the gradients gets smaller and smaller. The training can
http://www.infim.ro/rrp
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Fig. 4 – The error/loss of the network at predicting the dynamics as training adjusts the network
weights w.r.t. to epochs. Note that the loss drops quickly in initial epochs.

Fig. 5 – Log-log plot of loss, helps in understanding of loss trend visually.
http://www.infim.ro/rrp
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Fig. 6 – Log-log plot of loss for SHO model, comparing the performance of adaptive activation with
global activation. Adaptive activation performs better achieving lower error faster.

be stopped when the gradients become infinitesimally small or when the overall error
reaches a fixed threshold. In this article however, the networks are trained for 1000
epochs. Figure 5 shows the loss-epoch plot in log-log scale. This helps to visually
understand how the loss decreases over time.
We first train a network with data generated for K=480, to demonstrate that the
network approximates the relationship between time-step and population variables.
Figure 7, shows that the network successfully captures the relationship. The solid
line is the plot of the original dataset and the dotted line is the plot of input and
output of the network.
The same network architecture is used for modeling the relationship between
time-step and position of the object in simple harmonics oscillator data. As seen in
Fig. 8, the network struggles to capture the relationship accurately outside the region
of training, i. e. the dataset is confined to time-step=0 to 400. In addition, the cyclical
nature of SHO data presents a problem to a simple FNN. For network with the same
architecture, it takes much longer period of training for harmonic oscillator data when
compared to bacterial growth data. Fortunately there exists a more sophisticated
recurrent neural network that can side-step this drawback.
http://www.infim.ro/rrp
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6.2. RECURRENT NEURAL NETWORK

Unlike in FNN, Recurrent Neural Networks do not map from time-step to target
value like population value and object position. RNNs look at the data from a different point of view. Instead of modelling the function from one axis to another, RNNs
uses history to predict future. In case of bacterial population growth, it makes sense
to make use of current population to predict future population and in case of SHO,
RNNs predict the object position based on current position, since the object cannot
magically jump from one position to arbitrarily any position because it is constrained
by the laws of physics. RNN tries to capture this structure in successive positions
from the data to map out the entire trajectory.

Fig. 7 – 3-layer FNN predicting the relationship of time-step and population for a carrying capacity
(K)= 480.

We can train the same network to approximate population growth for multiple
carrying capacities K. To achieve this we make the network aware of the carrying
capacity by feeding it as part of the input data. This provides the network with
ability to predict population growth of carrying capacities not part of the dataset.
Figure 10 shows the performance of the network on test data for K=20,100,...,420
and on training data for K=60,140...,460. Even though for K=20, the error in output
is very visible, for K that is not seen in training data such as 460, the performance is
not very bad.
http://www.infim.ro/rrp
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Fig. 8 – 3-layer FNN is trained to approximate the simple harmonic oscillator data. Note that outside
the region of training data, the margin of error gets larger.

Fig. 9 – RNN trained over simple harmonic oscillator data is able to capture the periodicity (orange) of
the data very well beyond the region of training data (blue).
http://www.infim.ro/rrp
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Fig. 10 – The network is able to predict the trajectory of population growth for unseen carrying
capacities K=20,100...,420 and even-though it was trained only on data for K=60,140...,460. This
demonstrates that the network is able to extract the general dynamics of population growth by
consuming data for finite number of K values.

Fig. 11 – The dataset is down sampled to half its original size by taking every other data point and this
subset is used to train the network. Note that for K = 20 the performance is better than the original
dataset.

http://www.infim.ro/rrp
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Since RNNs exploit the history, they can work with less data than FNN. Figure
11 shows the output of the network trained with a subset of the data, downsampled to
half of its size and still able to model the dynamics very well. This suggests that the
performance not only depends on the number of data points. Intuitive understanding
of the neural networks and their training process is essential in choosing the type of
network and the data transformations. Figure 9 shows the output of RNN network
trained with Simple Harmonics Oscillator data. Unlike FNN, RNN captures the periodicity of the data very well. It also requires a fraction of the original dataset and a
lot less training time compared to FNN.

Fig. 12 – Lorenz actual dynamics showing the symmetry of the strange attractor.

Note that in our experiments, we ignore the time-steps in input to the network.
We can do this because the population values are evenly distributed temporally, i.
e. the population values are separated by constant time-steps. We can also train a
network with unevenly distributed data by incorporating the time-steps into the input
so that the network is made aware of the temporal distribution of points, but we leave
that as an exercise for the readers.
So far, we have been mapping from a one-dimensional input to another. In
Lorenz equation however, we predict the future state of the chaotic system, represented in three dimensions from previous states. The state of the Lorenz attractor is
not the position in the three-dimensional space but physical quantities such as convective intensity, horizontal and vertical temperature differences. Figures 12 and 13,
respectively, show the original and network predicted dynamics of the Lorenz system
exhibiting symmetry after training. The hyperparameters setting for this network is
the same as the previous one except the input and output layers.
It is worth noting at this juncture that since we are predicting quantities within
http://www.infim.ro/rrp
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Fig. 13 – Lorenz predicted dynamics showing the symmetry of the strange attractor.

the same spaces, the input and output are of same dimensions. This need not be
true always. RNNs can support mapping between spaces of different dimensions.
Structurally achieving this is a matter of changing the input and output layers sizes.
Enlarging the dimensionality of the input/output of the network, we model the
K-dV equation. As shown in Fig. 14, the network predicts the propagation of wave
profile through the time axis starting with the information from 50 dimensional input
that describes the initial state of the wave.
We experimented with multiple hyperparameters setting for the RNN for KdV data. Predictions of Four single layer RNNs with hidden sizes=5,20,25,50 are
shown in Fig. 14 (b), (c), (d), (e), respectively, while a two layered RNN with hidden
size=50 in Fig. 14 (f). Looking at Fig. 14.(e), it is pretty obvious that the single layer
RNN with hidden size=50 seems to outperform the rest of the description.
One would expect the two layer configuration to perform better, but as shown
in Fig. 14(f) it happens to be contrary to our expectation. This illustrates a key
point in machine learning. Blindly throwing more parameters into the network does
not make it perform better. The choice of architecture and other hyperparameters have to be chosen carefully to align well with the process that the data represents and the symmetry of system under consideration. So far in this work, we
have employed simple neural networks to capture the dynamics of the physical systems. The source codes of the above experiments are given in GitHub repository:
https://github.com/vanangamudi/primer-pde-nn.
It should be mentioned that there are a plethora of neural networks with different architectures that were used to study dynamical systems. Raissi et al. [29]
introduced Physics Informed Neural Networks(PINN), which models PDEs using
http://www.infim.ro/rrp
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Fig. 14 – (a) Target Dynamics (b) l=1 & h=5 (c) l=1 & h=20 (d) l=1 & h=25 (e) l=1 & h=50 and (f)
l=2 & h=50 where l is layer and h is hidden-size.

neural networks imposing extra constraint via loss function. Unlike our experiments
where we consider only the distance between actual value and predicted valuem(such
as L1Loss, MSE Loss), PINN loss is composed of two components, namely the MSE
loss and the differential equation constraint enforced by derivatives of solution (i. e.
the network output) that abides by the desired PDE structure. PINN can also work
efficiently with very little data because it learns the dynamics of the process through
explicit loss value enforced by the differential equation of the process. But, Recurrent Neural Networks (RNNs) learn the mapping from one time-step to consecutive
time step and hence require whole dataset. PINNs also have the ability to learn the
coefficients of the derivative terms explicitly as part of the training.
In a work by Jagtap et al. [30] the Conservative Physics-Informed Neural
Networks (cPINN) are used in which along with enforcing physical laws through the
network, conservative quantities are employed in addition. Conservative quantities
like flux can be used to establish connection between multiple shallow networks that
models subdomains of the problem instead of one single deep network for the whole
domain.
Other variants of PINN are Extended Physics Informed Neural Networks
(XPINNs) [31], where the idea of ensemble is exploited. But instead of models
vote on an output, the subnetworks model subdomains. Kharazmi et al. [32] have
http://www.infim.ro/rrp
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formulated Variational Physics-Informed Neural Networks for solving Partial
Differential Equationsn (VPINNs) in which the variational form of the PDE is
used through the loss function. Khemraj et al. [33] presented parallel alogorithm
for cPINN and XPINN. In a recent work, Wei Zhu et al. [34] have developed the
Symmetry-preserving physics-informed neural networks (S-PINNs). Similar to
vanilla PINN, S-PINN uses the loss function as a portal to enforce physical laws but
it also structures the network and its layers as determined by group actions dictated
by symmetry of the equation under consideration. Similarly, Wang and Yan have
used the PINN algorithm to study the breather and rogue wave solutions of the defocusing nonlinear Schrödinger (NLS) equation [35]. Besides, Zhou and Yan have
also investigated the data driven solutions and parameter discovery in the defocusing third-order NLS equation [36]. Most of the Neural Networks are data-hungry
in which case we can make use of Probabilistic models like Bayesian networks and
Gaussian Processes(GP) [37]. Tamil et al. [38] have used GP to model the ground
state wave function of a quantum system with lesser number of data points.
Fourier Neural Operators [39] are a special case of Neural operators [40]
that are mapping across infinite dimensional functional spaces. Neural ODEs [41]
are richer families of neural networks that parameterize the derivatives of the hidden
state of the network. A black box ODE solver is used to compute the output of the
network. This enables the network to have continuous depth instead of discrete number of hidden layers. This also creates a problem, of how to backpropagate through
the black box. A mathematical method called adjoint sensitivity method is used
to circumvent this problem. A key difference with PINN and Neural ODE is that in
PINN, the network represents the solution of the PDE. Overall Machine Learning has
opened up a new platform of tools for computational physics and physical intuitions
have given rise to a new paradigm of neural networks like PINN and its extensions
like cPINN that exploits the concept of conservation. XPINN and S-PINN that make
use of mixture of physical intuitions like symmetry and ML tricks like ensembles
while, Neural ODEs and Fourier neural operators make use of abstract mathematical methods. The future of intersection between physics and machine learning is
expected to be more exciting from now on.
7. CONCLUSIONS

In this work, we have tried to introduce the readers towards the concept of
Neural Networks that is an indispensable part of modern day Machine Learning. We
have demonstrated that NN can model a wide array of functions and thereby various
dynamical systems. Specifically, we used FNN and RNN to model the dynamics
of physical systems. We have also emphasized upon the importance of choosing
http://www.infim.ro/rrp
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the architecture of the network. We also briefly described the state of the art neural
networks for modelling differential equations in particular and a few key differences
between them. We do really hope our work will motivate the readers to incorporate
the idea of Machine Learning in their pursuit of any scientific endeavor.
Acknowledgements. T.B., S.M., and S.R. would like to express their very great appreciation
to Prithiviraj Subramanian for his valuable and constructive suggestions during the planning and development of this research work. His willingness to give his time so generously has been very much
appreciated during these difficult times with COVID pandemic. R.R. wishes to thank the Council of
Scientific and Industrial Research(CSIR), Government of India for the financial supports under the
scheme 03(1456)/19/EMR-II.

REFERENCES
1. Mnih, V.; Kavukcuoglu, K.; Silver, D.; Rusu, A. A.; Veness, J.; Bellemare, M. G.; Graves, A.;
Riedmiller, M.; Fidjeland, A. K.; Ostrovski, G.; Petersen, S.; Beattie, C.; Sadik, A.; Antonoglou,
I.; King, H.; Kumaran, D.; Wierstra, D.; Legg, S.; Hassabis, D. Human-Level Control through
Deep Reinforcement Learning. Nature 518 (7540), 529-533 (2015).
2. Miikkulainen, Risto, Jason Liang, Elliot Meyerson, Aditya Rawal, Daniel Fink, Olivier Francon,
Bala Raju et al. Evolving deep neural networks. In Artificial intelligence in the age of neural
networks and brain computing, Academic Press, pp. 293-312 (2019).
3. Stanley, K. O.; Miikkulainen, R. Evolving Neural Networks through Augmenting Topologies. Evolutionary Computation 10 (2), 99-127 (2002).
4. Andreas, Jacob, Marcus Rohrbach, Trevor Darrell, and Dan Klein. Neural module networks. In
Proceedings of the IEEE conference on computer vision and pattern recognition, pp. 39-48
(2016).
5. Carleo, G.; Cirac, I.; Cranmer, K.; Daudet, L.; Schuld, M.; Tishby, N.; Vogt-Maranto, L.; Zdeborova, L. Machine Learning and the Physical Sciences. Reviews of Modern Physics 91, 045002
(2019).
6. McCulloch, W. S.; Pitts, W. A Logical Calculus of the Ideas Immanent in Nervous Activity. The
Bulletin of Mathematical Biophysics 5 (4), 115-133 (1943).
7. Rosenblatt, F. The perceptron: A probabilistic model for information storage and organization in
the brain. Psychological Review 65 (6), 386-408 (1958).
8. Minsky, M.; Papert, S. A. Perceptrons an Introduction to Computational Geometry; The MIT Press
(2017).
9. Ivakhnenko, A. G. Polynomial Theory of Complex Systems. IEEE Transactions on Systems, Man,
and Cybernetics SMC-1 (4), 364-378 (1971).
10. Lecun, Y. A Theoretical Framework for Back-Propagation. Proceedings of the 1988 Connectionist
Models Summer School, CMU, Pittsburg, PA, pp. 21-28 (1988).
11. Parker, D. B. Learning-Logic: Casting the Cortex of the Human Brain in Silicon.; Massachusetts
Institute Of Technology, Center For Computational Research In Economics And Management
Science: Cambridge, Massachusetts (1985).
12. Rumelhart, D. E.; Hinton, G. E.; Williams, R. J. Learning Representations by Back-Propagating
Errors. Nature 323 (6088), 533-536 (1986).
13. Hochreiter, J. DIPLOMARBEIT IM FACH INFORMATIK. Untersuchungen Zu Dynamischen
Neuronalen Netzen (1991).
http://www.infim.ro/rrp

submitted to Romanian Reports in Physics

ISSN: 1221-1451

(c) 2022 RRP
Primer on solving differential equations using machine learning techniques

23

14. Hochreiter, S.; Schmidhuber, J. Long Short-Term Memory. Neural Computation 9 (8), 1735-1780
(1997).
15. Lecun, Y.; Bottou, L.; Bengio, Y.; Haffner, P. Gradient-Based Learning Applied to Document
Recognition. Proceedings of the IEEE 86 (11), 2278-2324(1998).
16. Hinton, Geoffrey E., Simon Osindero, and Yee-Whye Teh. A fast learning algorithm for deep belief
nets. Neural computation 18.7, 1527-1554 (2006).
17. Silver, D.; Huang, A.; Maddison, C. J.; Guez, A.; Sifre, L.; van den Driessche, G.; Schrittwieser,
J.; Antonoglou, I.; Panneershelvam, V.; Lanctot, M.; Dieleman, S.; Grewe, D.; Nham, J.; Kalchbrenner, N.; Sutskever, I.; Lillicrap, T.; Leach, M.; Kavukcuoglu, K.; Graepel, T.; Hassabis, D.
Mastering the Game of Go with Deep Neural Networks and Tree Search. Nature 529 (7587),
484-489 (2016).
18. Maass, W., Natschlager, T., and Markram, H. Real-time computing without stable states: a
new framework for neural computation based on perturbations. Neural Comput. 14, 2531-2560
(2002).
19. Ponulak, F., and Kasinski, A. Introduction to spiking neural networks: Information processing,
learning and applications. Acta Neurobiol. Exp. 71, 409-433 (2011).
20. Graning, A., and Bohte, S. M. Spiking neural networks: Principles and challenges, in European
Symposium on Artificial Neural Networks (ESANN), Computational Intelligence and Machine
Learning (Bruges: ESANN) (2014).
21. Hopfield, J. J. Neural networks and physical systems with emergent collective computational abilities. Proceedings of the National Academy of Sciences 79 (8), 2554-2558 (1982).
22. LeCun, Y., Bengio, Y., Hinton, G. Deep learning. Nature 521 (7553), 436-444 (2015).
23. Schmidhuber. Deep learning in neural networks: An overview. Neural Networks 61, 85-117
(2015).
24. Heaton, J., Ian Goodfellow, Yoshua Bengio, and Aaron Courville: Deep learning. Genetic Programming and Evolvable Machines 19 (1-2), 305-307 (2017).
25. Duch, Wlodzislaw, and Norbert Jankowski. Survey of neural transfer functions. Neural computing
surveys 2 (1), 163-212(1999).
26. Jagtap, A. D., Kawaguchi, K., Karniadakis, G. E. Adaptive activation functions accelerate convergence in deep and physics-informed neural networks. Journal of Computational Physics 404,
109-136 (2020).
27. Jagtap, A. D., Shin, Y., Kawaguchi, K., Karniadakis, G. E. Deep Kronecker neural networks: A
general framework for neural networks with adaptive activation functions. Neurocomputing 468,
165-180 (2022).
28. Jagtap, Ameya D., Kenji Kawaguchi, and George Em Karniadakis. Locally adaptive activation
functions with slope recovery for deep and physics-informed neural networks. Proceedings of
the Royal Society A 476 (2239), 20200334 (2020).
29. Raissi, M.; Perdikaris, P.; Karniadakis, G. E. Physics-Informed Neural Networks: A Deep Learning Framework for Solving Forward and Inverse Problems Involving Nonlinear Partial Differential Equations. Journal of Computational Physics 378, 686-707 (2019).
30. Jagtap, Ameya D., Ehsan Kharazmi, and George Em Karniadakis. Conservative physics-informed
neural networks on discrete domains for conservation laws: Applications to forward and inverse
problems. Computer Methods in Applied Mechanics and Engineering 365, 113028 (2020).
31. Jagtap, Ameya D., and George Em Karniadakis. Extended physics-informed neural networks
(xpinns): A generalized space-time domain decomposition based deep learning framework for
nonlinear partial differential equations. Communications in Computational Physics 28 (5) 20022041 (2020).
http://www.infim.ro/rrp

submitted to Romanian Reports in Physics

ISSN: 1221-1451

24

Tamil Arasan Bakthavatchalam et al.

(c) 2022 RRP

32. Kharazmi, Ehsan, Zhongqiang Zhang, and George Em Karniadakis. Variational physics-informed
neural networks for solving partial differential equations (2019).
33. Shukla, K., Jagtap, A. D., Karniadakis, G. E. Parallel physics-informed neural networks via domain
decomposition. Journal of Computational Physics 447, 110683 (2021).
34. Zhu, W.; Khademi, W.; Charalampidis, E. G.; Kevrekidis, P. G. Neural Networks Enforcing Physical Symmetries in Nonlinear Dynamical Lattices: The Case Example of the Ablowitz-Ladik
Model, arXiv:2110.04693 (2021).
35. Wang, L.; and Yan, Z. Data-driven rogue waves and parameter discovery in the defocusing nonlinear Schrödinger equation with a potential using the PINN deep learning, Phys. Lett. A 404,
127408 (2021).
36. Zhou, Z.; Yan, Z. Deep learning neural networks for the third-order nonlinear Schrödinger equation: Solitons, breathers, and rogue waves, Commun. Theor. Phys. 73, 105006 (2021).
37. Raissi, M.; Perdikaris, P.; Karniadakis, G. E. Machine Learning of Linear Differential Equations
Using Gaussian Processes. Journal of Computational Physics 348, 683-693 (2017).
38. Bakthavatchalam, T. A.; Ramamoorthy, S.; Sankarasubbu, M.; Ramaswamy, R.; Sethuraman, V.
Bayesian Optimization of Bose-Einstein Condensates. Scientific Reports 11, 5054 (2021).
39. Li, Z., Kovachki, N., Azizzadenesheli, K., Liu, B., Bhattacharya, K., Stuart, A., Anandkumar, A.
Fourier Neural Operator for Parametric Partial Differential Equations (2020).
40. Kovachki, N., Li, Z., Liu, B., Azizzadenesheli, K., Bhattacharya, K., Stuart, A., Anandkumar, A.
Neural Operator: Learning Maps Between Function Spaces (2021).
41. Ricky, Rubanova, Y., Bettencourt, J., Duvenaud, D. Neural Ordinary Differential Equations (2018).

http://www.infim.ro/rrp

submitted to Romanian Reports in Physics

ISSN: 1221-1451

